Overview 

PRIVATE
The previous chapter discussed LAN media and the IEEE model and how the data link layer provides reliable transit of data across a physical link by using the Media Access Control (MAC) addresses. This chapter introduces layer 2 LAN technologies. Ethernet, Fiber Distributed Data Interface (FDDI), and Token Ring are widely used LAN technologies that account for virtually all deployed LANs. 

In this chapter, you will learn about Ethernet, FDDI, and Token Ring, along with the IEEE specifications for each of these technologies. You will also learn about the LAN standards that specify cabling and signaling at the physical and data link layers of the OSI reference model. You will also be introduced to layer 2 devices and basic Ethernet 10BASE-T troubleshooting.

7.1.1 Overview of Token Ring and its variants 

PRIVATE
IBM developed the first Token Ring network in the 1970s. It is still IBM's primary LAN technology, and is second only to Ethernet (IEEE 802.3) in terms of LAN implementation. The IEEE 802.5 specification is almost identical to, and completely compatible with, IBM's Token Ring network. The IEEE 802.5 specification was modeled after IBM's Token Ring and continues to shadow its ongoing development. The term Token Ring refers both, to IBM's Token Ring and to IEEE's 802.5 specification. The chart in the main graphic compares and contrasts the two standards. 

7.1.2
Token Ring frame format
PRIVATE
Tokens
Tokens are 3 bytes in length and consist of a start delimiter, an access control byte, and an end delimiter. The start delimiter alerts each station to the arrival of a token, or data/command frame. This field also includes signals that distinguish the byte from the rest of the frame by violating the encoding scheme used elsewhere in the frame. 

Access Control Byte
The access control byte contains the priority and reservation field, and a token and monitor bit. The token bit distinguishes a token from a data/command frame, and a monitor bit determines whether a frame is continuously circling the ring. The end delimiter signals the end of the token or data/command frame. It contains bits that indicate a damaged frame, and a frame that is the last of a logical sequence.
Data/Command Frames
Data/command frames vary in size depending on the size of the information field. Data frames carry information for upper-layer protocols; command frames contain control information and have no data for upper-layer protocols.
In data/command frames, a frame control byte follows the access control byte. The frame control byte indicates whether the frame contains data or control information. In control frames, this byte specifies the type of control information.
Following the frame control byte are two address fields that identify destination and source stations. As with IEEE 802.5, their addresses are 6 bytes in length. The data field follows the address field. The length of this field is limited by the ring token that holds the time, thus defining the maximum time a station may hold the token.
Following the data field is the frame check sequence (FCS) field. The source station fills this field with a calculated value dependent on the frame contents. The destination station recalculates the value to determine whether the frame has been damaged in transit. The frame is discarded if it has been damaged. As with the token, the end delimiter completes the data/command frame.

7.1.3 Token Ring MAC 

PRIVATE
Token Passing
Token Ring and IEEE 802.5 are the primary examples of token-passing networks. Token-passing networks move a small frame, called a token, around the network. Possession of the token grants the right to transmit data. If a node that receives a token has no information to send, it passes the token to the next end station. Each station can hold the token for a maximum period of time, depending on the specific technology that has been implemented. 

When a station passes a token that has information to transmit, it seizes the token and alters 1 bit of it. The token becomes a start-of-frame sequence. Next, the station appends the information to transmit to the token and sends this data to the next station on the ring. There is no token on the network while the information frame is circling the ring, unless the ring supports early token releases. Other stations on the ring cannot transmit at this time. They must wait for the token to become available. Token Ring networks have no collisions. If early token release is supported, a new token can be released when the frame transmission has been completed.
The information frame circulates the ring until it reaches the intended destination station, which then copies the information for processing. The information frame circles the ring until it reaches the sending station and is then removed. The sending station can verify whether the frame was received and copied by the destination. 
Unlike CSMA/CD networks, such as Ethernet, token-passing networks are deterministic. This means that you can calculate the maximum time that will pass before any end station will be able to transmit. This feature, and several reliability features, makes Token Ring networks ideal for applications where any delay must be predictable, and robust network operation is important. Factory automation environments are examples of predictable robust network operations. 
Priority System
Token Ring networks use a sophisticated priority system that permits certain user-designated, high-priority stations to use the network more frequently. Token Ring frames have two fields that control priority - the priority field and the reservation field.
Only stations with a priority equal to, or higher than, the priority value contained in a token can seize that token. Once the token has been seized and changed to an information frame, only stations with a priority value higher than that of the transmitting station can reserve the token for the next network pass. The next token generated includes the higher priority of the reserving station. Stations that raise a token's priority level must reinstate the previous priority when their transmission has been completed. 
Management Mechanisms
Token Ring networks use several mechanisms for detecting and compensating for network faults. One mechanism is to select one station in the Token Ring network to be the active monitor. This station acts as a centralized source of timing information for other ring stations and performs a variety of ring maintenance functions. The active monitor station can potentially be any station on the network. One of this station’s functions is to remove continuously circulating frames from the ring. When a sending device fails, its frame may continue to circle the ring and prevent other stations from transmitting their own frames; this can lock up the network. The active monitor can detect these frames, remove them from the ring, and generate a new token. 
The IBM Token Ring network's star topology also contributes to the overall network reliability. Active MSAUs (multi-station access units) can see all information in a Token Ring network, thus enabling them to check for problems, and to selectively remove stations from the ring whenever necessary. Beaconing - a Token Ring formula - detects and tries to repair network faults. When a station detects a serious problem with the network (e.g. a cable break) it sends a beacon frame. The beacon frame defines a failure domain. A failure domain includes the station that is reporting the failure, its nearest active upstream neighbor (NAUN), and everything in between. Beaconing initiates a process called autoreconfiguration, where nodes within the failure domain automatically perform diagnostics. This is an attempt to reconfigure the network around the failed areas. Physically, MSAUs can accomplish this through electrical reconfiguration. 

7.1.4 Token Ring signaling 

PRIVATE
Signal encoding is a way of combining both clock and data information into a stream of signals that is sent over a medium. Manchester encoding combines data and clock into bit symbols, which are split into two halves, the polarity of the second half always being the reverse of the first half. Remember that the Manchester encoding results in 0 being encoded as a high-to-low transition and 1 being encoded as a low-to-high transition. Because both 0's and 1's result in a transition to the signal, the clock can be effectively recovered at the receiver.

The 4/16 Mbps Token-Ring networks use differential Manchester encoding (a variation on Manchester encoding). Token-Ring uses the differential Manchester encoding method to encode clock and data bit information into bit symbols. A 1 bit is represented by no polarity change at the start of the bit time and a 0 bit is represented by a polarity change at the start of the bit time. 

7.1.5 Token Ring media and physical topologies 

PRIVATE
IBM Token Ring network stations (often using STP and UTP as the media) are directly connected to MSAUs, and can be wired together to form one large ring. Patch cables connect MSAUs to other MSAUs that are adjacent to it. Lobe cables connect MSAUs to stations. MSAUs include bypass relays for removing stations from the ring. 

7.2.1 Overview of FDDI and its variants 

PRIVATE
In the mid 1980's, high-speed engineering workstations had pushed the capabilities of existing Ethernet and Token Ring to their limits. Engineers needed a LAN that could support their workstations, and their new applications. At the same time, system managers became concerned with network reliability issues as mission-critical applications were implemented on the high-speed networks. 
The ANSI X3T9.5 standards committee, to resolve these issues, produced the Fiber Distributed Data Interface (FDDI) standard. After completing the specifications, ANSI submitted FDDI to the International Organization for Standardization (ISO), who, then created an international version of the FDDI that is completely compatible with the ANSI standard version.
Although FDDI implementations are not as common, today, as Ethernet or Token Ring, FDDI has a substantial following, and continues to grow as its costs decrease. FDDI is frequently used as a backbone technology, and to connect high-speed computers in a LAN.
FDDI has four specifications: 

1. Media Access Control (MAC) - defines how the medium is accessed, including: 

· frame format 

· token handling 

· addressing 

· algorithm for calculating a cyclic redundancy check and error recovery mechanisms


2. Physical Layer Protocol (PHY) - defines data encoding/decoding procedures, including: 

· clocking requirements 

· framing 

· other functions


3. Physical Layer Medium (PMD) - defines the characteristics of the transmission medium, including: 

· fiber optic link 

· power levels 

· bit error rates 

· optical components 

· connectors


4. Station Management (SMT) - defines the FDDI station configuration, including: 

· ring configuration 

· ring control features 

· station insertion and removal 

· initialization 

· fault isolation and recovery 

· scheduling 

· collection of statistics 

7.2.2 FDDI format 

PRIVATE
The fields of an FDDI frame are as follows: 
· preamble - prepares each station for the upcoming frame 
· start delimiter - indicates the beginning of the frame, and consists of signaling patterns that differentiate it from the rest of the frame 
· frame control - indicates the size of the address fields, whether the frame contains asynchronous or synchronous data, and other control information 

· destination address - contains a unicast (singular), multicast (group), or broadcast (every station) address; destination addresses are 6 bytes (like Ethernet and Token Ring) 

· source address - identifies the single station that sent the frame; source addresses are 6 bytes (like Ethernet and Token Ring) 

· data - control information, or information destined for an upper-layer protocol 
· frame check sequence (FCS) - filled by the source station with a calculated cyclic redundancy check (CRC), value dependent on the frame contents (as with Token Ring and Ethernet). The destination station recalculates the value to determine whether the frame may have been damaged in transit. If it has been, the frame is discarded. 
· end delimiter - contains non-data symbols that indicate the end of the frame 

· frame status - allows the source station to determine if an error occurred and if the frame was recognized and copied by a receiving station 

7.2.3 FDDI MAC 

PRIVATE
FDDI uses a token passing strategy similar to Token Ring. Token-passing networks move a small frame, called a token, around the network. Possession of the token grants the right to transmit data. If a node receiving the token has no information to send, it passes the token to the next end-station. Each station can hold the token for a maximum period of time, depending on the specific technology implementation. 
When a station that is in possession of the token has information to transmit, it seizes the token and alters one of its bits. The token then becomes a start-of-frame sequence. Next, the station appends the information that it transmits to the token, and sends this data to the next station on the ring. 
There is no token on the network while the information frame is circling the ring, unless the ring supports early token release. Other stations on the ring must wait for the token to become available. FDDI networks have no collisions. If early token release is supported, a new token can be released when the frame transmission has finished.
The information frame circulates the ring until it reaches the intended destination station which then copies the information for processing. The information frame circles the ring until it reaches the sending station and is then removed. The sending station can check the returning frame to see whether the frame was received, and subsequently copied by the destination. 
Unlike CSMA/CD networks, such as Ethernet, token-passing networks are deterministic. This means, you can calculate the maximum time that will pass before any end station will be able to transmit. FDDI's dual ring assures that not only are stations guaranteed their turn to transmit, but if one part of one ring is damaged or disabled for any reason, the second ring can be used. This makes FDDI very reliable. 
FDDI supports real-time allocation of network bandwidth, making it ideal for a variety of different application types. FDDI provides this support by defining two types of traffic - synchronous and asynchronous. 
Synchronous 

· Synchronous traffic can consume a portion of the 100 Mbps total bandwidth of an FDDI network, while asynchronous traffic can consume the rest. 
· Synchronous bandwidth is allocated to those stations requiring continuous transmission capability. This is useful for transmitting voice and video information. The remaining bandwidth is used for asynchronous transmissions. 

· The FDDI SMT specification defines a distributed bidding scheme to allocate FDDI bandwidth. 

Asynchronous 

· Asynchronous bandwidth is allocated using an eight-level priority scheme. Each station is assigned an asynchronous priority level. 
· FDDI also permits extended dialogues, in which stations may temporarily use all asynchronous bandwidth. 

· The FDDI priority mechanism can lock out stations that cannot use synchronous bandwidth, and that have too low an asynchronous priority. 

7.2.4 FDDI signaling 

PRIVATE
FDDI uses an encoding scheme called 4B/5B. Every 4 bits of data are sent as a 5 bit code. The signal sources in FDDI transceivers are LEDs or lasers. 

7.2.5 FDDI media 

PRIVATE
FDDI specifies a 100 Mbps, token-passing, dual-ring LAN that uses a fiber-optic transmission medium. It defines the physical layer and media access portion of the link layer, which is similar to IEEE 802.3 and IEEE 802.5 in its relationship to the OSI Model. Although it operates at faster speeds, FDDI is similar to Token Ring. The two networks share a few features, such as topology (ring) and media access technique (token-passing). A characteristic of FDDI is its use of optical fiber as a transmission medium. Optical fiber offers several advantages over traditional copper wiring, including such advantages as:
· security - Fiber does not emit electrical signals that can be tapped. 

· reliability - Fiber is immune to electrical interference. 

· speed - Optical fiber has much higher throughput potential than copper cable. 
FDDI defines the two specified types of fiber: single-mode (also mono-mode); and multi-mode. 
Modes can be thought of as bundles of light rays entering the fiber at a particular angle. Single-mode fiber allows only one mode of light to propagate through the fiber, while multi-mode fiber allows multiple modes of light to propagate through the fiber. Multiple modes of light propagating through fiber may travel different distances, depending on their entry angles. This causes them to arrive at the destination at different times, a phenomenon called modal dispersion. Single-mode fiber is capable of higher bandwidth, and greater cable run distances, than multi-mode fiber. Because of these characteristics, single-mode fiber is often used for inter-building connectivity while multi-mode fiber is often used for intra-building connectivity. Multi-mode fiber uses LEDs as the light-generating devices, while single-mode fiber generally uses lasers.
FDDI specifies the use of dual rings for physical connections. Traffic on each ring travels in opposite directions. Physically, the rings consist of two or more point-to-point connections between adjacent stations. One of the two FDDI rings is called the primary ring; the other is called the secondary ring. The primary ring is used for data transmission; the secondary ring is generally used as a back up. 

Class B, or single-attachment stations (SAS), attach to one ring; Class A, or dual attachment stations (DAS), attach to both rings. SASs are attached to the primary ring through a concentrator, which provides connections for multiple SASs. The concentrator ensures that a failure, or power down, of any given SAS, does not interrupt the ring. This is particularly useful when PCs, or similar devices that frequently power on and off, connect to the ring. A typical FDDI configuration with both DASs and SASs is shown in Figure 
. Each FDDI DAS has two ports - designated A and B. 
These ports connect the station to the dual FDDI ring, therefore, each port provides a connection for both the primary and the secondary ring.

7.3.1 Comparing Ethernet and IEEE 802.3 

PRIVATE
Ethernet is the most widely used local area network (LAN) technology. Ethernet was designed to fill the middle ground between long-distance, low-speed networks and specialized, computer-room networks carrying data at high speeds for very limited distances. Ethernet is well suited to applications where a local communication medium must carry sporadic, occasionally heavy traffic at high peak data rates.

Ethernet network architecture has its origins in the 1960s at the University of Hawaii, where the access method that is used by Ethernet, carrier sense multiple access/collision detection (CSMA/CD), was developed. Xerox Corporation’s Palo Alto Research Center (PARC) developed the first experimental Ethernet system in the early 1970s. This was used as the basis for the Institute of Electrical and Electronic Engineers (IEEE) 802.3 specification released in 1980. 

Shortly after the 1980 IEEE 802.3 specification, Digital Equipment Corporation, Intel Corporation, and Xerox Corporation jointly developed and released an Ethernet specification, Version 2.0, that was substantially compatible with IEEE 802.3. Together, Ethernet and IEEE 802.3 currently maintain the greatest market share of any LAN protocol. Today, the term Ethernet is often used to refer to all carrier sense multiple access/collision detection (CSMA/CD) LAN’s that generally conform to Ethernet specifications, including IEEE 802.3. 

Ethernet and IEEE 802.3 specify similar technologies; both are CSMA/CD LANs. Stations on a CSMA/CD LAN can access the network at any time. Before sending data, CSMA/CD stations listen to the network to determine if it is already in use. If it is, then they wait. If the network is not in use, the stations transmit. A collision occurs when two stations listen for network traffic, hear none, and transmit simultaneously. In this case, both transmissions are damaged, and the stations must retransmit at some later time. Backoff algorithms determine when the colliding stations can retransmit. CSMA/CD stations can detect collisions, so they know when they must retransmit. 

Both Ethernet and IEEE 802.3 LANs are broadcast networks. This means every station can see all of the frames, regardless of whether they are the intended destination of that data. Each station must examine the received frames to determine if they are the destination. If so, the frame is passed to a higher layer protocol within the station for appropriate processing. 

Differences between Ethernet and IEEE 802.3 LANs are subtle. Ethernet provides services corresponding to Layer 1 and Layer 2 of the OSI reference model. IEEE 802.3 specifies the physical layer, Layer 1, and the channel-access portion of the data link layer, Layer 2, but does not define a Logical Link Control protocol. Both Ethernet and IEEE 802.3 are implemented through hardware. Typically, the physical part of these protocols is either an interface card in a host computer or circuitry on a primary circuit board within a host computer.

7.3.2 Ethernet family tree 

PRIVATE
There are at least 18 varieties of Ethernet, which have been specified, or are in the specification process. The table in the main graphic highlights some of the most common and important Ethernet technologies. 

7.3.3 Ethernet frame format 

PRIVATE
The Ethernet and IEEE 802.3 frame fields are described in the following summaries: 
· preamble - The alternating pattern of 1's and 0's tells receiving stations that a frame is Ethernet or IEEE 802.3. The Ethernet frame includes an additional byte that is the equivalent of the Start of Frame (SOF) field specified in the IEEE 802.3 frame. 
· start-of-frame (SOF) - The IEEE 802.3 delimiter byte ends with two consecutive 1 bits, which serve to synchronize the frame-reception portions of all stations on the LAN. SOF is explicitly specified in Ethernet. 
· destination and source addresses - The first 3 bytes of the addresses are specified by the IEEE on a vendor-dependent basis. The last 3 bytes are specified by the Ethernet or IEEE 802.3 vendor. The source address is always a unicast (single-node) address. The destination address can be unicast, multicast (group), or broadcast (all nodes). 
· type (Ethernet) - The type specifies the upper-layer protocol to receive the data after Ethernet processing is completed. 
· length (IEEE 802.3) - The length indicates the number of bytes of data that follows this field. 
· data (Ethernet) - After physical-layer and link-layer processing is complete, the data contained in the frame is sent to an upper-layer protocol, which is identified in the type field. Although Ethernet version 2 does not specify any padding, in contrast to IEEE 802.3, Ethernet expects at least 46 bytes of data. 
· data (IEEE 802.3) - After physical-layer and link-layer processing is complete, the data is sent to an upper-layer protocol, which must be defined within the data portion of the frame. If data in the frame is insufficient to fill the frame to its minimum 64-byte size, padding bytes are inserted to ensure at least a 64-byte frame. 
· frame check sequence (FCS) - This sequence contains a 4 byte CRC value that is created by the sending device and is recalculated by the receiving device to check for damaged frames. 

7.3.4 Ethernet MAC 

PRIVATE
Ethernet is a shared-media broadcast technology – summarized in the Figure 
- 
. The access method CSMA/CD used in Ethernet performs three functions:

5. transmitting and receiving data packets 

6. decoding data packets and checking them for valid addresses before passing them to the upper layers of the OSI model 

7. detecting errors within data packets or on the network 

In the CSMA/CD access method, networking devices with data to transmit over the networking media work in a listen-before-transmit mode. This means when a device wants to send data, it must first check to see whether the networking media is busy. The device must check if there are any signals on the networking media. After the device determines the networking media is not busy, the device will begin to transmit its data. While transmitting its data in the form of signals, the device also listens. It does this to ensure no other stations are transmitting data to the networking media at the same time. After it completes transmitting its data, the device will return to listening mode. 
- 

Networking devices are able to tell when a collision has occurred because the amplitude of the signal on the networking media will increase. When a collision occurs, each device that is transmitting will continue to transmit data for a short time. This is done to ensure that all devices see the collision. Once all devices on the network have seen that a collision has occurred, each device invokes an algorithm. After all devices on the network have backed off for a certain period of time (different for each device), any device can attempt to gain access to the networking media once again. When data transmission resumes on the network, the devices that were involved in the collision do not have priority to transmit data. The Figure 
summarizes the CSMA/CD process. 
Ethernet is a broadcast transmission medium. This means that all devices on a network can see all data that passes along the networking media. However, not all the devices on the network will process the data. Only the device whose MAC address and IP address matches the destination MAC address and destination IP address carried by the data will copy the data. 
Once a device has verified the destination MAC and IP addresses carried by the data, it then checks the data packet for errors. If the device detects errors, the data packet is discarded. The destination device will not notify the source device regardless of whether the packet arrived successfully or not. Ethernet is a connectionless network architecture and is referred to as a best-effort delivery system. 

7.3.5 Ethernet signaling 

PRIVATE
Signal encoding is a way of combining both clock and data information into a stream of signals over a medium. The rules of Manchester encoding define a 0 as a signal that is high for the first half of the period and low for the second half. It defines a 1 as a signal that is low for the first half of the period and high for the second half. The rules define a 1 as a signal that is low for the first half of the period and high for the second half. 
10BASE-T transceivers are designed to send and receive signals over a segment that consists of 4 wires - 1 pair of wires for transmitting data, and 1 pair of wires for receiving data. 

Note: Manchester encoding results in 0 being encoded as a high-to-low transition and 1 being encoded as a low-to-high transition. Because both 0's and 1's result in a transition to the signal, the clock can be effectively recovered at the receiver. 

7.3.6 Ethernet 10BASE-T media and topologies 

PRIVATE
In a LAN, where the star topology is used, the networking media is run from a central hub out to each device attached to the network. The physical layout of the star topology resembles spokes radiating from the hub of a wheel. 
As the graphic shows, a central point of control is used in a star topology. When a star topology is used, communication between devices attached to the local area network is via point-to-point wiring to the central link or hub. All network traffic in a star topology passes through the hub. 

The hub receives frames on a port, then copies and transmits (repeats) the frame to all of the other ports. The hub can be either active or passive. An active hub connects the networking media as well as regenerates the signal. In Ethernet where hubs act as multiport repeaters, they are sometimes referred to as concentrators. By regenerating the signal, active hubs enable data to travel over greater distances. A passive hub is a device used to connect networking media and does not regenerate a signal.

One of the star topology’s advantages is that it is considered the easiest to design and install. This is due to the networking media being run directly out from a central hub to each workstation area. Another advantage is its ease of maintenance since the only area of concentration is located at the hub. In a star topology, the layout used for the networking media is easy to modify and troubleshoot. Workstations can be easily added to a network employing a star topology. If one run of networking media is broken or shorted, then only the device attached at that point is out of commission, the rest of the LAN will remain functional. In short, a star topology means greater reliability.

In some ways a star topology's advantages can also be considered disadvantages. For example, while limiting one device per run of networking media can make diagnosis of problems easier, it also increases the amount of networking media required, which adds to the setup costs. And, while the hub can make maintenance easier, it represents a single point of failure (if the hub breaks, everyone's network connection is lost). 


TIA/EIA-568-A specifies that the physical layout, or topology that is to be used for horizontal cabling, must be a star topology. 
This means the mechanical termination for each telecommunications outlet/connector is located at the patch panel in the wiring closet. Every outlet is independently and directly wired to the patch panel. 

The TIA/EIA-568-A specification, for the maximum length of horizontal cabling for unshielded twisted pair cable, is 90 m. 
The maximum length for patch cords at the telecommunications outlet/connector is 3 m, and the maximum length for patch cords/jumpers at the horizontal cross-connect is 6 m. 

The maximum distance for a run of horizontal cabling, that extends from the hub to any workstation, is 100 m. 
(actually 99 m. but it is commonly rounded up to 100 m.) This figure includes the 90 meters for the horizontal cabling, the 3 meters for the patch cords, and the 6 meters for the jumpers at the horizontal cross-connect. Horizontal cabling runs in a star topology radiate out from the hub, much like the spokes of a wheel. This means that a LAN that uses this type of topology could cover an area of a circle with a radius of 100 m. 


There will be times when the area to be covered by a network will exceed the TIA/EIA-568-A specified maximum length that a simple star topology can accommodate. For example, envision a building where the dimensions are 200 m x 200 m. 
A simple star topology that adhered to the horizontal cabling standard specified by TIA/EIA-568-A could not provide complete coverage for that building. 

As indicated in the graphic, workstations E, F, and C are located outside the area that can be covered by a star topology that adheres to TIA/EIA-568-A specifications. As shown, they are not part of the local area network. So users at these workstations wanting to send, share, and receive files, would have to use sneakernet. Because no one wants to return to the days of sneakernet, some cable installers are tempted to solve the problem of a star topology's inadequate coverage by extending the length of the networking media beyond the TIA/EIA-568-A specified maximum length. 


When signals first leave a transmitting station, they are clean and easily recognizable. However, the longer the cable length, the weaker and more deteriorated the signals become as they pass along the networking media. If a signal travels beyond the specified maximum distance, there is no guarantee that when it reaches a NIC card, the NIC card will be able to read it. 

If a star topology cannot provide enough coverage for an area to be networked, the network can be extended through the use of internetworking devices that do not result in attenuation of the signal. This resulting topology is designated as an extended star topology. By using repeaters, the distance over which a network can operate is extended. Repeaters take in weakened signals, regenerate and retime them, and send them back out onto the network. 


7.4.1 NICs 

PRIVATE
A network interface card (NIC) plugs into a motherboard and provides ports for network connection. This card can be designed as an Ethernet card, a Token Ring card, or an FDDI card. Network cards communicate with the network through serial connections, and with the computer through parallel connections. They are the physical connections from workstations to the network. Network cards all require an IRQ, an I/O address, and upper memory addresses for DOS and Windows 95/98. When selecting a network card, consider the following three factors: 

8. type of network (e.g. Ethernet, Token Ring, FDDI, or other) 

9. type of media (e.g. twisted-pair, coaxial, or fiber-optic cable) 

10. type of system bus (e.g. PCI and ISA) 

7.4.2 NIC Layer 2 operations 

PRIVATE
NICs perform important Layer 2 data link layer functions, such as the following: 
· logical link control - communicates with upper layers in the computer 

· naming - provides a unique MAC address identifier 

· framing - part of the encapsulation process, packaging the bits for transport 

· Media Access Control (MAC) - provides structured access to shared access media 

· signaling - creates signals and interface with the media by using built-in transceivers 

7.4.3 Bridges 

PRIVATE
A bridge connects network segments and must make intelligent decisions about whether to pass signals on to the next segment. 
A bridge can improve network performance by eliminating unnecessary traffic and minimizing the chances of collisions. The bridge divides traffic into segments and filters traffic based on the station or MAC address.
Bridges are not complicated devices. They analyze incoming frames, make forwarding decisions based on information contained in the frames, and forward the frames toward the destination. Bridges are only concerned with passing packets, or not passing packets, based on their destination MAC address. Bridges often pass packets between networks operating under different Layer 2 protocols. View the Figures 
- 
to learn the important properties of bridges.

7.4.4 Bridge Layer 2 operations 

PRIVATE
Bridging occurs at the data link layer, which controls data flow, handles transmission errors, provides physical addressing, and manages access to the physical medium. Bridges provide these functions by using various link layer protocols that dictate specific flow control, error handling, addressing, and media access algorithms. Examples of popular data link layer protocols include Ethernet, Token Ring, and FDDI.
Upper-layer protocol transparency is a primary advantage of bridging. Because bridges operate at the data link layer, they are not required to examine upper-layer information. This means that they can rapidly forward traffic representing any network-layer protocol. It is not uncommon for a bridge to move protocols and other traffic between two network segments.
Bridges are not required to examine upper-layer information because they operate at the data link layer or Layer 2 of the OSI model. Bridges filter network traffic by only looking at the MAC address, not protocols. It is not uncommon for a bridge to move protocols and other traffic between two or more network segments. Because bridges only look at MAC addresses, they can rapidly forward traffic representing any network-layer protocol. To filter or selectively deliver network traffic, a bridge builds tables of all MAC addresses located on their directly connected network segments. 

If data comes along the network media, a bridge compares the destination MAC address carried by the data to MAC addresses contained in its tables. If the bridge determines that the destination MAC address of the data is from the same network segment as the source, it does not forward the data to other segments of the network. 
- 
If the bridge determines that the destination MAC address of the data is not from the same network segment as the source, it forwards the data to the appropriate segment. 
- 
By doing this, bridges can significantly reduce the amount of traffic between network segments by eliminating unnecessary traffic. View the Figures 
- 
to see how bridges handle local network traffic. In contrast, view Figures 
- 
to see how bridges handle non-local network traffic.
Bridges are internetworking devices that can be used to reduce large collision domains. Collision domains are areas where packets are likely to interfere with each other. They do this by dividing the network into smaller segments and reducing the amount of traffic that must be passed between the segments. Bridges operate at Layer 2 or the data link layer of the OSI model, because they are only concerned with MAC addresses. As data is passed along the network on its way to a destination, it is picked up and examined by every device on the network including bridges. Bridges work best where traffic is low from one segment of a network to other segments. When traffic between network segments becomes heavy, bridges can become a bottleneck and slow down communication. 

There is another potential problem with using a bridge. Bridges always spread and multiply a special kind of data packet. These data packets occur when a device on a network wants to reach another device on the network, but does not know the destination address of the device. When this occurs, frequently the source sends out a broadcast to all devices on a network. Since every device on the network has to pay attention to such broadcasts, bridges always forward them. If too many broadcasts are sent out over the network a broadcast storm can result. A broadcast storm can cause network time-outs, traffic slowdowns, and the network to operate at less than acceptable performance.

7.4.5 Switches 

PRIVATE
Switching is a technology that alleviates congestion, in Ethernet LANs, by reducing traffic and increasing bandwidth. Switches, also referred to as LAN switches, 
often replace shared hubs and work with existing cable infrastructures to ensure they are installed with minimal disruption of existing networks. 

Today, in data communications, all switching and routing equipment perform two basic operations:
11. switching data frames -- This is a store-and-forward operation in which a frame arrives on an input media and is transmitted to an output media. 

12. maintenance of switching operations -- Switches build and maintain switching tables and search for loops. Routers build and maintain both routing tables and service tables. 

Like bridges, switches connect LAN segments, use a table of MAC addresses to determine the segment on which a datagram needs to be transmitted, and reduce traffic. Switches operate at much higher speeds than bridges, and can support new functionality, such as virtual LANs. 
An Ethernet switch has many benefits, such as allowing many users to communicate in parallel through the use of virtual circuits and dedicated network segments in a collision-free environment. This maximizes the bandwidth available on the shared medium. Another benefit is that moving to a switched LAN environment is very cost effective because existing hardware and cabling can be reused. Finally, network administrators have great flexibility in managing the network through the power of the switch and the software to configure the LAN. 


7.4.6 Switch Layer 2 operations 

PRIVATE
LAN switches are considered multi-port bridges with no collision domain, because of microsegmentation. 
Data is exchanged at high speeds by switching the packet to its destination. By reading the destination MAC address Layer 2 information, switches can achieve high-speed data transfers, much like a bridge does. The packet is sent to the port of the receiving station prior to the entire packet entering the switch. This leads to low latency levels and a high rate of speed for packet forwarding. 
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Ethernet switching increases the bandwidth available on a network. It does this by creating dedicated network segments, or point-to-point connections, and connecting these segments in a virtual network within the switch. This virtual network circuit exists only when two nodes need to communicate. This is called a virtual circuit because it exists only when needed, and is established within the switch. 
Even though the LAN switch reduces the size of collision domains, all hosts connected to the switch are still in the same broadcast domain. Therefore, a broadcast from one node will still be seen by all other nodes connected through the LAN switch. 

Switches are data link layer devices that, like bridges, enable multiple physical LAN segments to be interconnected into single larger network. Similar to bridges, switches forward and flood traffic based on MAC addresses. Because switching is performed in hardware instead of in software, it is significantly faster. You can think of each switch port as a micro-bridge; this process is called microsegmentation. 
Thus each switch port acts as a separate bridge and gives the full bandwidth of the medium to each host. 

7.5.1 Ethernet LAN segmentation 

PRIVATE
There are two primary reasons for segmenting a LAN. The first is to isolate traffic between segments, and to achieve more bandwidth per user by creating smaller collision domains. 
Without LAN segmentation, LANs larger than a small workgroup would quickly become clogged with traffic and collisions, and would deliver virtually no bandwidth. The addition of devices like bridges, switches, and routers segment the LAN (shown) into four collision domains. 

By dividing large networks into self-contained units, bridges and switches provide several advantages. 
A bridge, or switch, diminishes the traffic experienced by devices on all connected segments, because only a certain percentage of traffic is forwarded. Both devices act as a firewall for some potentially damaging network errors. They also accommodate communication between a larger number of devices than would be supported on any single LAN connected to the bridge. Bridges and switches extend the effective length of a LAN, permitting the attachment of distant stations that were not previously permitted.
Although bridges and switches share most relevant attributes, several distinctions still do exist between them. Switches are significantly faster because they switch in hardware, while bridges switch in software, and can interconnect LANs of unlike bandwidth. A 10 Mbps Ethernet LAN and a 100 Mbps Ethernet LAN can be connected by using a switch. Switches can support higher port densities than bridges. Some switches support cut-through switching, which reduces latency and delays in the network, while bridges support only store-and-forward traffic switching. Finally, switches reduce collisions and increase bandwidth on network segments because they provide dedicated bandwidth to each network segment.
Segmentation by routers has all of these advantages and more. Each interface on the router connects to a separate network, so insertion of the router into a LAN creates smaller collision domains and smaller broadcast domains. This occurs because routers do not forward broadcasts unless programmed to do so. However, the router can perform bridging and switching functions. The router can perform best path selection. The router can be used to connect different networking media, and different LAN technologies. 
Note the router in the teaching topology is connecting Ethernet, Token Ring and FDDI LAN technologies - segmenting the LAN, but doing much more. Routers can connect LANs running different protocols (IP vs. IPX vs. AppleTalk) and can have serial connections to WANs. 

7.5.2 Bridge segmentation of a collision domain 

PRIVATE
Ethernet LANs that use a bridge for segmenting the LAN provide more bandwidth per user because there are fewer users on the segments than there are when compared to the entire LAN. The bridge allows only those frames that have destinations outside the segment, to pass through. Bridges learn a network’s segmentation by building address tables that contain the address of each network device along with the segment to use to reach that device. Bridges differ from routers because they are Layer 2 devices, and are, therefore, independent of Layer 3 protocols. Bridges pass on data frames, regardless of which Layer 3 protocol is used, and are transparent to the other devices on the network. 
Bridges increase the latency (delay) in a network by 10-30%. This latency is due to the decision making that is required of the bridge, or bridges, when transmitting data to the correct segment. A bridge is considered a store-and-forward device because it must receive the entire frame and compute the cyclic redundancy check (CRC) before forwarding can take place. The time it takes to perform these tasks can slow network transmissions, thus causing propagation delay.

7.5.3 Switch segmentation of a collision domain 

PRIVATE
A LAN that uses a switched Ethernet topology creates a network that performs as though it had only two nodes – the sending node and the receiving node. These two nodes share 10 Mbps bandwidth between them, which means nearly all bandwidth is available for the transmission of data. A switched Ethernet LAN allows a LAN topology to work faster and more efficiently than a standard Ethernet LAN can, because it uses bandwidth so efficiently. In a switched Ethernet implementation, the available bandwidth can reach closer to 100%. 
It is important to note that even though 100% of the bandwidth may be available, Ethernet networks perform best when kept under 30-40% of full capacity. This limitation is due to Ethernet’s media access method (CSMA/CD). Bandwidth usage that exceeds the recommended limitation results in increased collisions. The purpose of LAN switching is to ease bandwidth shortages and network bottlenecks, such as that occurring between a group of PCs and a remote file server. A LAN switch is a high-speed multi-port bridge that has one port for each node, or segment, of the LAN. A switch segments a LAN into micro-segments, thereby creating collision free domains from one formerly larger collision domain.
Switched Ethernet is based on standard Ethernet. Each node is directly connected to one of its ports, or to a segment that is connected to one of the switch's ports. This creates a 10 Mbps connection between each node and each segment on the switch. A computer connected directly to an Ethernet switch is its own collision domain and accesses the full 10Mbps. As a frame enters a switch it is read for the source and/or destination address. The switch then determines which switching action will take place based on what is learned from the information in the frame. If the destination address in located on another segment, the frame is then switched to its destination.

7.5.4 Router segmentation of a collision domain 

PRIVATE
Routers are more advanced than typical bridges. A bridge is passive on the network and operates at the data link layer. A router operates at the network layer, and bases all of its forwarding decisions on the Layer 3 protocol address. It accomplishes this by examining the destination address on the data packet, then looking in its routing table for forwarding instructions. Routers create the highest level of segmentation because of their ability to make exact determinations of where to send the data packet. 
Because routers perform more functions than bridges, they operate with a higher rate of latency. Routers must examine packets to determine the best path for forwarding them to their destinations. Unavoidably, this process takes time and introduces latency. Protocols that require an acknowledgment for every packet as it is delivered have a throughput of 30-40%. These are known as acknowledgment-oriented protocols. Protocols that require minimal acknowledgments, or sliding window protocols, suffer a 20-30% loss of throughput, due to the reduction of traffic between sender and receiver. 

7.5.5 Teaching topology segmentation by bridges, switches, and routers 
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The teaching topology contains examples of segmentation by bridges, switches, and routers. Also in the teaching topology, many different parts of the network are brought together by the main router. The bridge divides the E1 Ethernet network into two segments. Traffic is filtered at the bridge, reducing potential collisions and the physical extent of the collision domain. Therefore, the bridge breaks the E1 Ethernet network into two segments: the first segment has the repeater and hosts K, L, M, N on it; the second segment has hosts O and P on it. This remains, however, a broadcast domain. The repeater extends the collision domain rather than segmenting it. 

The main switch divides the E0 Ethernet network into multiple network segments with each having guaranteed full bandwidth. The workgroup switch divides the workgroup segment into more segments. There are no broadcast domains on the segments off of the main switch or the workgroup switch. Also note that the switches provide high connectivity to their unshared bandwidth. The hub does not segment its part of the network. The hub and all the devices attached to it, all the way up to the main switch port, remain a collision domain. The router segments the entire LAN into two Ethernet subnetworks, which are segmented, and a Token-Ring and FDDI subnetwork, which by their nature, have no collision domains.

7.6.1 Troubleshooting workstations 

PRIVATE
There are many approaches to network troubleshooting. The first is to work up through the layers of the OSI model. This method isolates problems that can masquerade as other problems. You can waste a lot of time troubleshooting a browser that does not function properly, only to find that the computer is not connected to the network. It is best to start troubleshooting at Layer 1. Ask yourself whether things are plugged in and connected before you go to the next higher level, with its more complicated issues. An effective troubleshooting approach by OSI layer is summarized in the graphic. 

Summary 

PRIVATE
In this chapter, you learned that: 

· the term token-ring refers both, to IBM's token-ring and to IEEEs 802.5 specification 

· FDDI has four specifications: 

13. Media Access Control (MAC) 

14. Physical Layer Protocol (PHY) 

15. Physical Layer Medium (PMD) 

16. Station Management (SMT) 

· Ethernet and IEEE 802.3 currently maintain the greatest market share of any LAN protocol 

· the term Ethernet is often used to refer to all carrier sense multiple access/collision detection (CSMA/CD) LAN’s that generally conform to Ethernet specifications, including IEEE 802.3 

Additionally, you learned about Layer 2 devices and their effects on data flow. Finally, you were introduced to basic Ethernet 10BASE-T troubleshooting. In the next chapter, you will be introduced to network design and documentation.

